Selecting the right Tesla/GTX GPU from a Drunken Baker's Dozen

GPU Computing Applications

Here's what Nvidia says its Tesla K20(X) card excels at doing - Seismic
processing, CFD, CAE, Financial computing, Computational chemistry and
Physics, Data analytics, Satellite imaging & Weather modeling.

Here's what Nvidia says its Tesla K10 card excels at doing - Seismic
processing, signal and image processing & video analytics.

The Tesla cards have important features that GTX cards lack, such as ECC
memory and an interconnect feature that allows direct communication
between the Tesla card and other devices, such as storage devices,
connected to PCle. Here's some of the hardware features of some Tesla
cards and some GTX cards. You should take note of the similarities and
differences of the Tesla cards and their closest GTX card counterpart.

. Number and Type of GPU

1) Tesla C2075 GPU Computing Module---1x GF100

)
2) GTX 480---------m-mmmmmmmmmmmmm oo 1x GF100
3) Tesla M2090 GPU Computing Module---1x GF110
A) GIX 580=mmmm e 1x GF110-375-A1
5) Tesla K20X-------=-==-mmnmmmmmmmm oo 1x Kepler GK110
6) GTX Titan--------=-==-memecmmemecm oo 1x Kepler GK110-400-A1
7) Tesla K40 (Atlas) */--==========m=mmmmmmmememnan 1x GK180 (GK110 w/mods)
8) GTX 780 Ti-mn=nmnmmmmmmmmmmemememememee e eeee 1x Kepler GK110-425-B1
9) Tesla K20---------=-==-=mmmmmmmmmmm oo memeeeem 1x Kepler GK110
10) Tesla K10---m=m=mmmmmmmmmmmemem oo 2x Kepler GK104s
11) GTX 690-----=-====mmmmmmmm oo 2x Kepler GK104-355-A2s
12) GTX 680 (4GB)--------=-=-=-=-=-mmmmmmmmmee- 1x Kepler GK104-400-A2

13) GT 640--------=-=nmmmemmemme oo 1x Kepler GK107



ll, Peak double precision floating point performance
1) Tesla C2075 GPU Computing Module---.515 Tflops (DP - FMA)

2) GTX 480---=--=-=nmnmmemmmmmmemee oo 480 Fragment Pipelines;
---------------------------------------------------------- 60 Texture Units; 48 Raster
Units

3) Tesla M2090 GPU Computing Module------- .666 Tflops (DP - FMA)
4) GTX 580---=-m=n=nmmmmemmmmme oo ceceeee 512 Fragment Pipelines;
---------------------------------------------------------- 128 Texture Units; 48 Raster
Units

5) Tesla K20X-------=-==-=mnmmmmmmmmmmmm oo eemeee 1.32 Tflops

6) GTX Titan--------=-==-=e=-mcememmecm oo oo 1.30-1.50 Tflops

7) Tesla K40 (Atlas)----------=--=-==-==nmnmmn-- >1.4 Tflops

8) GTX 780 Ti-------m-m-mmmmmmmmmmmmm oo .210 Tflops

9) Tesla K20----=-==-====nmmmmmmmmmmem oo 1.17 Tflops

10) Tesla K10----=====mmmmmmmmmm oo .19 Tflops (.095 Tflops per
GPU)

11) GTX 690------=-=====nmmmmmmmemmoneme e 8 GPCS / SMXS 16

12) GTX 680 (4GB)-----========m=mmmmmmmmmmemeeee ?77?

13) GT 640-----=-=n=mmmmmmmmmmme oo ??7?

lll. Peak single precision floating point performance

1) Tesla C2075 GPU Computing Module------ 1.29 Tflops Total(MUL+ADD
+SF);

----------------------------------------------------------- 1.03 Tflops MAD(MUL+ADD)
2) GTX 480---=-=n=nmnmmmmmmmm e e e oo 1.34 Tflops (FMA) (TE =.51)
3) Tesla M2090 GPU Computing Module-----1.66 Tflops Total(MUL+ADD

+SF);

----------------------------------------------------------- 1.33 Tflops MAD(MUL+ADD)
4) GTX 580---=-=nmnmmmmmmmmmm oo 1.58 Tflops (FMA) (TE = .59)
5) Tesla K20X---=-====nmmmmmmmmmmm oo 3.95 Tflops

6) GTX Titan----=-=s=smmememmemeem e cn e cecaees 4.50 Tflops



7) Tesla K40 (Atlas)------=-=-=========nmnmmmmmmmm- >4.00 Tflops

8) GTX 780 Ti--==-m=mmmmmmmmmmmmm oo 5.05 Tflops

9) Tesla K20----------==-==-mmmmm oo 3.52 Tflops

10) Tesla K10----------=--mmmmm oo 5.34 Tflops (2.67 Tflops per
GPU)

11) GTX 690--------==-=mmmmmmmmm oo 5.62 Tflops (2.81 Tflops per
GPU) (FMA)

----------------------------------------------------------- (TE=1.14)

12) GTX 680 (4GB)------------=-=--=-=mmmmm - 3.09 Tflops (FMA) (TE = .54)
13) GT 640----------=-mmmmmmmmm e .69 Tflops (FMA)

V. Memory Clock (Effective Memory Clock) MHz

2) GTX 480-----==-=nmmmmemmmmmem oo eeeee 1848 (3696); Memory Speed:
0.4ns

3) Tesla M2090 GPU Computing Module----??7?7??

4) GTX 580--------==-=mmmmmmmmmmm oo 2004 MHz

5) Tesla K20X-------=====mmmmmm oo oo 277?77

6) GTX Titan-----------==-==mmmmmm oo 1502 (6008); Memory Speed:
0.33ns

7) Tesla K40 (Atlas)----------=-==-====mmnmommum- 2?7?77

8) GTX 780 Ti-m--=-=nmmmmmmmmmmmmmmmm oo 1752 (7008)

9) Tesla K20----=-==-====nmmmmmmmmm oo 1502 (6008)

10) Tesla K10----------=-mm-mmmm oo 1502 (6008)

11) GTX 690------=-=-===n=mmmmmmmmmmemcm e oo ceeeee 1502 (6008); Memory Speed:
0.33ns

12) GTX 680 (4GB)----------=--==-==-mmmmmmmmmmo- 1502 (6008); Memory Speed:
0.33ns

13) GT 640--------==m=nmmmmmmmmm oo 667 vs 891 (1334 vs 1782)

V. Memory Bus width
1) Tesla C2075 GPU Computing Module----384 bit
2) GTX 480--------====mmmmmmmmmmm oo 384 bit




3) Tesla M2090 GPU Computing Module----384 bit

4) GTX 580---=----===-=ssmemmmemeome oo cme oo eeeoeeee 384 bit
5) Tesla K20X-----=-=-=n=nmmmmmmmmmm oo 384 bit
6) GTX Titan-----=-=-=sseeeeememmemcc e ceceee e 384 bit
7) Tesla K40 (Atlas)------------------=-=-m-m-mnm-- 384 bit
8) GTX 780 Ti-m-=n=n=s=smmmmmmmememecmcmcenc oo ee 384 bit
9) Tesla K20------=-=-=====mmmmmmmmmmm oo 320 bit
10) Tesla K10----=-=sarmemmmcmoeme oo ceeeeee 2x256 bit =512
11) GTX 690-----=-=-====cmmmmemmememmeeemeoeoeeeeee 2x256 bit = 512
12) GTX 680 (4GB)-----=--=-=-=m=mmmmmmmmmmm oo 256 bit
13) GT 640----------mommmmmmemecm e e 128 bit

VI. Memory bandwidth (ECC off)

1) Tesla C2075 GPU Computing Module----144 GB/sec

2) GTX 480------=-=nmmmmmmmmmmmem oo eeeee 177 GB/sec

3) Tesla M2090 GPU Computing Module----177 GB/sec

) EHDA Be] U 192 GB/sec

5) Tesla K20X----=-=-====mmmmmmmmmmmm oo 250 GB/sec

6) GTX Titan--------=-=-==mmmmmmmm e 288 GB/sec

7) Tesla K40 (Atlas)------=-=-=======nmmmmmmmmmmmnan 288 GB/sec

8) GTX 780 Ti-=-=n=mmmmmmmmmmmmmemece oo 336 GB/sec

9) Tesla K20---=-=-=-=-==m-momcmommemece e ceoeeeeee 208 GB/sec

10) Tesla K10---=-=-===mmmmmmmemmmmec oo 320 GB/sec (160 GB/sec per
GPU)

11) GTX 690-----=-=--===smmmememecmeoeome e 384 GB/sec (2x 192)
12) GTX 680 (4GB)------=-=======mmmmmmmmememeee 192 GB/s

13) GT 640--------=nmmmmmmmmmmmcm oo 21 vs 29 GB/sec

VIl. Memory size (GDDR5)

1) Tesla C2075 GPU Computing Module-----6 GB GDDR5
2) GTX 480--------===mmmmmmmmmmm oo 1.5 GB GDDR5
3) Tesla M2090 GPU Computing Module ----6 GB GDDR5




4) GTX 580----m-mmmmrmmsmmsmmemmemmem oo 1.5/3.0 GB GDDR5

5) Tesla K20X---======n=nmmmmmmmm oo 6 GB GDDR5

6) GITX Titan) -——-----==-=-==========me=coeoeoooooo- 6 GB GDDR5

7) Tesla K40 (Atlas)-----=-===========nmmmmmmemman 12 GB GDDR5

8) GTX 780 Ti-------=-mmmmmmmmmmmemm oo 3 GB GDDR5 **/

9) Tesla K20-----=-=-=-==m=memcmemmeoeee oo oo oeeee 5 GB GDDR5

10) Tesla K10---=-=-mmmnmmmmmememme oo 8 GB (4 GB per GPU) GDDR5
11) GTX 690-----=-=-===s=s-mmmmmmemeomcmem oo 4 GB (2 GB per GPU) GDDR5
12) GTX 680 (4GB)------=-=-=-=-=m=mmmmmm e 2 GB /4 GB GDDR5

13) GT 640---=-=--mmemmemmemeommc oo e eeee 4 GB DDRS3

VIIl. CUDA Cores

1) Tesla C2075 GPU Computing Module----448

L O D S ——— 480: (TMUS) 60: (ROPS) 48
3) Tesla M2090 GPU Computing Module----512

4) GTX 580---=----===-=m=me-momemeomeoeomeoeeeeoeeee 512: (TMUS) 64: (ROPS) 48
5) Tesla K20X------=--=-mem-memomemeemmaemaeee 2688 FP32, 896 FP64

6) GTX Titan--------=-=-==-=scmemecmemeomeoeceeeeeee 2688: (TMUS) 224: (ROPS) 48
SR G s 2880: (TMUS) 240: (ROPS) 48
8) GTX 780 Ti-=-=-======ssmemsomemeomemeomeoeoeaeeee 2880: (TMUS) 240: (ROPS) 48
9) Tesla K20--------=--=-=--m-mmmmmmmmm oo 2496 FP32, 832 FP64

10) Tesla K10-----===mmmmmmmmmem oo oo 3072 (1536 per GPU):
--------------------------------------------------------- (TMUS) 2x128=256 :
--------------------------------------------------------- (ROPS) 2x32=64)

11) GTX 690-----=-=-====smmmemmmmemmememmo e eeeee 3072 (2x1536=3072 cores :
--------------------------------------------------------- (TMUS) 2x128=256 :
--------------------------------------------------------- (ROPS) 2x32=64)

12) GTX 680 (4GB)--------=-=-==nmmmmmmmmemmeee 1536: (TMUS) 128: (ROPS) 32
13) GT 640-----=-====-=snmmmmemmmmmnmecm e e 384: (TMUS) 32: (ROPS) 16
1X. Core Clock

1) Tesla C2075 GPU Computing Module---575 MHz



2) GTX 480----------=-m=mmmmmmm oo 700 MHz
3) Tesla M2090 GPU Computing Module---650 MHz

4) GTX 580-------=-m-mmmmmmmmmmmmm oo 772 MHz

5) K20X=-=n=nmnmmmmmmmmem e 732 MHz

6) GTX Titan SC-------=-=-===-=nmmmememememeeeeeee 876 /928 / ?7?? MHz ***/

7) Tesla K40 (Atlas)--------=-======n=nmmmmmmmmmee- ??77? MHz

8) GeForce GTX 780 Ti--------=-=-====-=-=nm--- 875/928 / 1020 MHz ***/
9) Tesla K20------=====-sommmmcmoemme e oo eeeee 705 MHz

10) Tesla K10----==-=mmmmmmmmmm oo oo 745 MHz

11) GTX 690--------=-===-===mmmmmmememcm e oo ceeeee 915/1019 / 1058 MHz ***/
12) GTX 680 (4 GB)------=-=--=mmmmmmmemmemmeeee 1019 /1084 / ??? MHz ***/
13) GT 640-----=-=nmmmmmmmmm oo 901 MHz

X. Shaders Thread Processors Total or SM Count or SMX Count

1) Tesla C2075 GPU Computing Module---448

2) GTX 480--------=-=mmmmmmmmmmmm oo 15 SM

3) Tesla M2090 GPU Computing Module---512

4) GTX 580--------=-=nmmmmmmmmmmmmmmm oo 2x16 SM

Y {0 2688 FP32, 896 FP64
6) GTX Titan------=-=-s=smeemcmmemem oo 14 SMX

7) Tesla K40 (Atlas)-------========m=mmmmmmmmmmeme- ??7

8) GeForce GTX 780 Ti-----=-==-========nmnmmm-- 15 SMX

9) Tesla K20--------=-=-==mmmmmmm oo 2496 FP32, 832 FP64
10) Tesla K10------=-m-mmmmmmmmmm oo 2 x 1536 (3072)

11) GTX 690---------=-=-mmmm oo 2x8 SM

12) GTX 680 (4 GB)------------=-=-==-mmom e 8 SM

13) GT 640----------=nmmmmmmmm e 2 SM

XI. Shaders Clock MHz

1) Tesla C2075 GPU Computing Module---1,150
2) GTX 480--------===mmmmmmmmmm oo 1,401
3) Tesla M2090 GPU Computing Module---1,300




4) GTX 580----mmmrmmmmmmmmmemmmmmeee e 1,544

5) K20X--m-mmmmmmmm e oo 732
6) GTX Titan---------=--=-=-====-=m=m = ?77?
7) Tesla K40 (Atlas)------=-=-======nmnmmmmmmmmmee- ??7?
8) GeForce GTX 780 Ti----------=-=-==-=-=--=--- ??7?
9) Tesla K20------===-=-soemmmomomme e oo 705
10) Tesla K10----====mmmmmmmmmm oo oo 745
11) GTX 690---------=-=mmmmmm oo 915
12) GTX 680 (4 GB)------------=-=-mm-mmmmmemeee- 1005-6
13) GT 640--------=-=nmommmmmmemmeeece oo ceeeeee 797 or 900
Xll. Open CL

1) Tesla C2075 GPU Computing Module---N/A
2) GTX 480--------=-=-mmmmmmmmmmmmme oo 1.1
3) Tesla M2090 GPU Computing Module---N/A
4) GTX 580--------=-=-mmmmmmmmmmmmmmo oo 1.1
5) K20X-==-=nmmmmmm e e N/A
6) GTX Titan--------=--===mmmmmmmmm oo 1.1
7) Tesla K40 (Atlas)--------------------=-------—-- N/A
8) GeForce GTX 780 Ti------------==-==-==-mm--- 1.1
9) Tesla K20------------===-mmmmm oo N/A
10) Tesla K10--------==-==-mmmmmmmmmm oo N/A
11) GTX 690---------=-=mmmmm oo 1.1
12) GTX 680 (4 GB)------------=-=--=-mmm e 1.1
13) GT 640----------=-mmmmmmm oo 1.1
XlII. Open GL

1) Tesla C2075 GPU Computing Module---N/A

2

3
4

T —— 4.4

Tesla M2090 GPU Computing Module---N/A
D (e 4.4

N N N N



20— N/A

6) GTX Titan--------=-==-===-mc-mememceceoeme e 4.4
7) Tesla K40 (Atlas)--------=-======n=nmmmmmmmmmee- N/A
8) GeForce GTX 780 Ti-----=-====-==mmmmmmmmmem- 4.4
9) Tesla K20---=--===-==mommmemoemecm oo N/A
10) Tesla K10----====m=mmmmmmmm oo N/A
11) GTX 690----=-=-=-=n=nmmmmmmmmmmmme oo 4.4
12) GTX 680 (4 GB)---=-=-========m=mmmmmmememeeen 4.4
13) GT 640-------=-mmmmmmmmm oo 4.4
XIV. DirectX

1) Tesla C2075 GPU Computing Module---N/A
2) GTX 480-----=-=mmmmmmmmmememe oo 11.06
3) Tesla M2090 GPU Computing Module---N/A
4) GTX 580---=-=nmnmmmmmmmmmmememe oo 11.0
5) K20X=-=nmnmnmmmmmmmmmme oo N/A
6) GTX Titan-----------==-==mmmmmmm oo 11.1
7) Tesla K40 (Atlas)-------------------==--=------- N/A
8) GeForce GTX 780 Ti-----=-==-=-====n=nmnmnu-- 11.2
9) Tesla K20-----=-=-=-=-m-m-momememem e e e eem N/A
10) Tesla K10----=-=nsamoemmmemcem oo N/A
11) GTX 690----------=-=-=mmm oo 11.0
12) GTX 680 (4 GB)-------------=--=-=-=emmmemem-- 11.0
13) GT 640---=-=-=nmnmmmmmmmem oo 11.0

XV. Bus Interface
1) Tesla C2075 GPU Computing Module---PCle 2.0 x16

2) GTX 480--------=-=-==mmmmmmmmmm oo PCle 2.0 x16
3) Tesla M2090 GPU Computing Module---PCle 2.0 x16
4) GTX 580--------=n=nmmmmmmmmmmmm oo oo PCle 2.0 x16
5) K20X-==m=mmmmmm e PCle 3.0 x16

6) GTX Titan--------=-====mcmcememecm oo PCle 3.0 x16



7) Tesla K40 (Atlas)------=-=-=========nmnmmmmmmmm- PCle 3.0 x16
8) GeForce GTX 780 Ti-------=-=======nnnmmu-m- PCle 3.0 x16
9) Tesla K20---=-=-=-===nmnmmcmcm e e e e oo ceeen PCle 3.0 x16
L0 L= s N L — PCle 3.0 x16
11) GTX 690------=-=-=-=nmmmmmmmmmmmmm e PCle 3.0 x16
12) GTX 680 (4 GB)-----=-=-======m=mmmmmmmmemeam PCle 3.0 x16
13) GT 640---------m-mmmmmmmm oo PCle 3.0 x16
XVI. TDP
1) Tesla C2075 GPU Computing Module---225W
2) GTX 480-------=-=mmmmmmmmmmm oo 250W
3) Tesla M2090 GPU Computing Module---250W
4) GTX 580-----=-=n=mmmmmmmmmmmm oo 244\W
5) K20X--=-=-=nmmmmmmmmmmm e 235W
6) GTX Titan-------=-======mmmmmmmmmmmm oo 250W
7) Tesla K40 (Atlas)----------=--==-==-==nmmnmmnum- 235W
8) GeForce GTX 780 Ti-------------=-==--=-mm--- 250W
9) Tesla K20---------=--===-==m-mm oo 225W
10) Tesla K10---------=-==-mmmmm oo 250W
11) GTX 690----=-=-=n=nmnmmomememeneneeee e eee 300W

) GTX 680 (4 GB)---------------=-=-m-m-m oo oo-- 195W
13) GT 640---=-=nmnmmmmmmmmmmm e oo 65W

See more at: http://www.nvidia.com/object/tesla-
servers.html#sthash.OkVHZxXWN.dpuf

*/ http://videocardz.com/46388/nvidia-launch-tesla-k40-atlas-gk180-gpu
**/ EVGA is said to be making a 6 gig version
***/ Base MHz / Average Boost MHz / Max Boost MHz


http://videocardz.com/46388/nvidia-launch-tesla-k40-atlas-gk180-gpu

